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Success of Deep Learning

¡ One of the factors to the success of deep learning:

Large-scaled labeled data
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Image source: https://cv.gluon.ai/_images/imagenet_banner.jpeg
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Success of Deep Learning

Good training data should have the following traits:

¡ Accessible

¡ Large-scaled

¡ Balanced

¡ Clean
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If our data doesn’t meet the requirement,
can deep learning still work?
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3

Federated
Learning

Long-tail
Learning

Noisy
Label

Learning

Continual
Learning

Data is locally stored

Label is not accurate

Class distribution is imbalanced

Partial data is available



FEDERATED LEARNING

4



Federated Learning

¡ Deep learning requires large
amount of data. However, some
data is private and sensitive.
¡ If each model is trained locally on each

client, the deep learning techniques
can’t show it power.

¡ If the data is transmitted to a central
server, privacy is not guaranteed.
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Image source: https://www.emotiv.com/glossary/data-privacy/

https://www.emotiv.com/glossary/data-privacy/


Federated Learning

¡ Federated learning was proposed by Google in 2016. It aims to 
learn a model without centralized training.
¡ Data are stored privately in each client.

¡ Models are trained separately and aggregate on server.

¡ We send model parameters, other than data.
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Image source: https://www.emotiv.com/glossary/data-privacy/
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Federated Learning
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Traditional learning:
Put data together and learn

Federated learning:
Learning without transmitting data

Image source: https://zhuanlan.zhihu.com/p/141118286

https://zhuanlan.zhihu.com/p/141118286


Federated Learning Framework
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An example application of federated learning for the task of 
next-word prediction on mobile phones.



FedAvg
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¡ On round 𝑡, each client 𝑘 can compute the average gradient on its 
local data at the current model 𝑤!:

𝑔" = ∇𝐿"(𝑤!)
¡ If each client has the same number of samples, the central server can 

aggregate these gradients and apply the update:

𝑤!#$ ← 𝑤! − 𝜂-
"%$

&
𝑔"
𝐾 .

¡ If each client has 𝑛" samples, the update becomes:

𝑤!#$ ← 𝑤! − 𝜂-
"%$

&
𝑛"
𝑛 𝑔" .



FedAvg

¡ An equivalent update is given by

𝑤!"#$ ← 𝑤! − 𝜂𝑔$, ∀𝑘, 𝑤!"# ←)
$%#

&

𝑤!"#$ .

¡ Each client locally takes one step of gradient descent on the current 
model using its local data. 

¡ The server then takes a weighted average of the resulting models.

¡ Once the algorithm is written this way, we can add more 
computation to each client by iterating the local update 

𝑤$ ← 𝑤$ − 𝜂∇𝐹$(𝑤$)
multiple times before the averaging step.
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FedAvg

¡ The amount of computation is controlled by three key 
parameters: 
¡ 𝐶: the fraction of clients that perform computation on each round; 

¡ 𝐸: the number of training passes each client makes over its local dataset 
on each round;

¡ 𝐵: the local minibatch size used for the client updates.
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FedAvg
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Source: H. Brendan McMahan Eider Moore Daniel Ramage Seth Hampson Blaise AgüeraAg and A. Arcas, “Communication-Efficient Learning of Deep Networks from Decentralized Data,” in AISTATS, 2017.



Data Heterogeneity of Federated Learning

¡ Data heterogeneity is one of the major barrier of federated
learning. The training data of each client is non-IID.

¡ The difficulties:
¡ Number of training data on each client is different.

¡ Classes for training on each client is different.

¡ Imbalance ratio on each client is different.

¡ …
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Example of Data Heterogeneity

¡ The phone gallery application wants to label user’s photos, without
uploading photos and labels to server.
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Image source: https://www.weibo.com/

User A:
40% portrait
50% scenery
10% food

User B:
60% food
30% animal
10% portrait

User C:
20% animal
80% comic

https://www.pinterest.com/


FedProx

¡ Add a proximal term to the local subproblem to effectively limit 
the impact of variable local updates:

min
'
𝐹$ 𝑤 +

𝜇
2
𝑤 − 𝑤! (

¡ It addresses the issue of statistical heterogeneity by restricting 
the local updates to be closer to the initial (global) model 
without any need to manually set the number of local epochs.

15



CCVR

¡ Motivation: Data heterogeneity affects more on higher layers
than lower layers of neural networks.
¡ Especially, the classifier is affected most seriously.
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CCVR

1. Obtain the representation for each
local sample.

2. Calculate the mean and variance
of representations for each class in
each client.

3. Send all means and variances with
the model to the server.

4. Aggregate the means and
variances for each class.

5. Use the global mean and variance
to generate virtual representations
to re-train the classifier for the
global model.
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Source: Luo, Mi, Fei Chen, Dapeng Hu, Yifan Zhang, Jian Liang, and Jiashi Feng. "No Fear of Heterogeneity: Classifier Calibration for Federated Learning with Non-IID Data." arXiv preprint arXiv:2106.05001 (2021).



Federated Learning Tasks
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Image source: P. Kairouz et al., “Advances and Open Problems in Federated Learning,” pp. 1–105, 2019.



Federated Learning Tasks
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¡ Based on how we use the model learned by federated learning, 
we have two different tasks:
¡ If our goal is to deploy the model for any unseen sample, we can simply 

use the global model.

¡ If our goal is to deploy the model for the unseen samples in some client, 
we need to produce a personalized model for each client.



Personlized Federated Learning

¡ Why not simply use the local model? Not enough data to 
generalize, suffer from overfitting.

¡ Why not simply use the global model? Not suitable to the local 
data distribution, .

¡ Generally for a personalization task, the generalization ability 
follows is ranked by:

Personlized model > Local model > Global model
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FedPer
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Aggregate lower layers for better representationKeep higher layers local for personalization



FL with MAML
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Source: Jiang, Yihan, Jakub Konečný, Keith Rush, and Sreeram Kannan. "Improving federated learning personalization via model agnostic meta learning." arXiv preprint arXiv:1909.12488 (2019).



FedAMP

¡ Idea: each client has its own 
global model, aggregated by 
different weights:

𝑢)$ =)
*%#

+

𝜉),*𝑤*$-#

where 𝜉),* is the weight to 
aggregate global model for 
client 𝑖 by local model 𝑗:

𝜉),* = 𝐴( 𝑤)$-# −𝑤*$-#
(
)
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Image source: Huang, Yutao, Lingyang Chu, Zirui Zhou, Lanjun Wang, Jiangchuan Liu, Jian Pei, and Yong Zhang. "Personalized cross-silo 
federated learning on non-iid data." In Proceedings of the AAAI Conference on Artificial Intelligence, vol. 35, no. 9, pp. 7865-7873. 2021.



Other Issues

¡ Communication and Compression

¡ Preserving Privacy

¡ Fairness

¡ Data Poisoning Attacks

¡ Incentive

¡ Vertical Federated Learning

¡ …
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Experimental Setting

¡ The experimental setting of non-IID data is usually constructed
by Dirichlet distribution with different concentration 
parameters 𝛼.
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Class distribution

Cl
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𝛼 → ∞

Image source: T. M. Harry Hsu, H. Qi, and M. Brown, “Measuring the effects of non-identical data distribution for federated visual classification,” arXiv, 2019.

𝛼 = 1 𝛼 → 0𝛼 = 100



LONG-TAIL LEARNING
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The Problem of Imbalanced Data

In classification, class 
imbalance refers to that the 
number of data in one class 
(majority class) is MUCH more 
than that in another class 
(minority class).
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Example: Cancer Diagnosis

¡ The number of cancerous 
patients is a only a small 
portion, compared with 
healthy people.

¡ During diagnosis, our target is 
to identify the cancerous 
patients from healthy people. 
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Image source: http://www.nccrm.com/wp-content/uploads/2013/10/cancer-diagnosis.jpg

http://www.nccrm.com/wp-content/uploads/2013/10/cancer-diagnosis.jpg


Measurement

¡ Using accuracy for imbalanced data classification is misleading.

¡ For example, 1 COVID-19 positive case in 1,000 tests:
¡ A technique just simply predicts all tests as negative.

¡ Is it fair to claim that the technique has 99.9% accuracy?

¡ Special measurement should be adopted to assess the 
performance of classifiers.
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Learning from Imbalanced Data

¡ Before the era of deep learning, most of researches in this area
adopt re-sampling method or re-weighting method with
traditional machine learning method.

¡ During a decade’s development (around 2000~2012), the
imbalance-aware techniques are quite mature to handle
imbalanced datasets.
¡ Most of them focus on binary classification problem on datasets with

human-crafted features, e.g. UCI datasets.
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Recent Research Progress

In the era of deep learning, new challenges came out.

¡ The classification task usually have a large number of classes
(e.g. 1000+ classes for image classification)
¡ The imbalance status is far more complex than binary classification.

¡ Most of deep learning models are end-to-end.
¡ Data imbalance not only influences classifier, but also feature extraction.
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Long-Tail Learning

¡ Different from traditional
imbalance learning, long-tail
learning has the following
properties:
¡ The number of classes is very large.

¡ The number of samples in each
class follows power-law distribution.

¡ Focus on deep learning models
(most for CV tasks).

32

The training set of iNaturalist 2018 
exhibits a long-tailed class distribution

Image source: M. A. Jamal, M. Brown, M. H. Yang, L. Wang, and B. Gong, “Rethinking class-balanced methods 
for long-tailed visual recognition from a domain adaptation perspective,” in CVPR, 2020, pp. 7610–7619.

¡ In 2019, the phrase long-tail learning was first mentioned.



Recent Research Progress
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2019-2021
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Methodology

¡ Re-weighting

¡ Augmentation

¡ Decoupling

¡ Ensemble Learning
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Image source: Zhang, Yifan, Bingyi Kang, Bryan Hooi, Shuicheng Yan, and Jiashi Feng. "Deep long-tailed learning: A survey." arXiv preprint arXiv:2110.04596 (2021).



Re-weighting

¡ The normal softmax loss for classification:
𝐿45 = − log(𝑝6)

where 𝑝6 is the softmax probability of class 𝑦.

¡ Re-weighting methods modifies this loss to stress more on the 
tail classes.

¡ For example, the simplest solution is to use the class 
frequency:

𝐿47 = −
𝑛
𝑛6
log(𝑝6)

where 𝑛6 is the number of samples in class 𝑦.
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Class-Balanced Loss

¡ Motivation: as the number of 
samples increases, the 
additional benefit of a newly 
added data point will 
diminish.

¡ Measure data overlap by 
associating with each sample 
a small neighboring region 
rather than a single point.

36
Image source: Cui, Yin, Menglin Jia, Tsung-Yi Lin, Yang Song, and Serge Belongie. "Class-balanced loss based on effective number 
of samples." In Proceedings of the IEEE/CVF conference on computer vision and pattern recognition, pp. 9268-9277. 2019.



Class-Balanced Loss

¡ The effective number of samples is defined as the volume of 
samples.

¡ The the training sample is weighted by the effective number of 
its class in class-balanced loss:

𝐿48 = −
1 − 𝛽
1 − 𝛽9!

log(𝑝6)

where 𝛽 ∈ [0,1) is a hyperparameter.

37
Image source: Cui, Yin, Menglin Jia, Tsung-Yi Lin, Yang Song, and Serge Belongie. "Class-balanced loss based on effective number 
of samples." In Proceedings of the IEEE/CVF conference on computer vision and pattern recognition, pp. 9268-9277. 2019.



LDAM

¡ Idea: assign large margin to the tail
classes:

𝐿:;<+ = − log
exp 𝑧6 − Δ6
∑* exp 𝑧* − Δ*

Δ* =
𝐶

𝑛*
#/> for 𝑗 = 1,… , 𝑘

where 𝑧* is the logit to class 𝑗 and Δ* is
the margin for class 𝑗.
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Augmentation

¡ Bring more data to the tail classes, such that the training data is
relative balanced.

¡ Naïve solution: oversampling on the samples in the tail classes.

39
Image source: Kim, Jaehyung, Jongheon Jeong, and Jinwoo Shin. "M2m: Imbalanced classification via major-to-minor translation." 
In Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition, pp. 13896-13905. 2020.



M2m

¡ Idea: augment less-frequent classes via 
translating samples from more-frequent 
classes.

¡ Two classifiers used:
¡ 𝑔: trained on original long-tailed data.
¡ 𝑓: continually improved with new data.

¡ Objective:
𝑥∗ = argmin

"≔"!$%
𝐿 𝑔; 𝑥, 𝑘 + 𝜆𝑓&!(𝑥)

¡ The generated 𝑥∗ should be
¡ classified into the objective class 𝑘 by 𝑔;
¡ not classified into the source class 𝑘" by 𝑓.

40
Image source: Kim, Jaehyung, Jongheon Jeong, and Jinwoo Shin. "M2m: Imbalanced classification via major-to-minor translation." 
In Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition, pp. 13896-13905. 2020.



Feature Space Augmentation

41
Image source: Chu, Peng, Xiao Bian, Shaopeng Liu, and Haibin Ling. "Feature space augmentation for long-tailed data." In Computer Vision–ECCV 2020: 
16th European Conference, Glasgow, UK, August 23–28, 2020, Proceedings, Part XXIX 16, pp. 694-710. Springer International Publishing, 2020.



Decoupling

¡ Different from traditional machine learning on imbalanced data.
¡ Features are given and we only care about how to obtain a balanced classifier.

¡ Deep learning cares about good representation.
¡ Classifier is secondary. Obtaining good representation is the top primary.

¡ Question: is re-balance (re-sampling or re-weighting) beneficial for
feature learning?

42
Image source: Zhou, Boyan, Quan Cui, Xiu-Shen Wei, and Zhao-Min Chen. "Bbn: Bilateral-branch network with cumulative learning for long-
tailed visual recognition." In Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition, pp. 9719-9728. 2020.



Decoupling

¡ A simple experiment to verify by 
training with two stages.
¡ Stage 1: train the whole model.

¡ Stage 2: freeze the feature 
extractor and re-train the classifier.

¡ Each stage may choose to use 
one of the following strategies:
¡ CE: cross-entropy

¡ RW: re-weighting

¡ RS: re-sampling

43
Image source: Zhou, Boyan, Quan Cui, Xiu-Shen Wei, and Zhao-Min Chen. "Bbn: Bilateral-branch network with cumulative learning for long-
tailed visual recognition." In Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition, pp. 9719-9728. 2020.



Decoupling

¡ Observation:
¡ CE produces better feature 

extractor.

¡ Given better extractor, RS and 
RW help more for classifier 
learning.

¡ Core idea of decoupling: RW 
or RW may damage feature 
representation. They only 
help build the classifier.

44
Image source: Zhou, Boyan, Quan Cui, Xiu-Shen Wei, and Zhao-Min Chen. "Bbn: Bilateral-branch network with cumulative learning for long-
tailed visual recognition." In Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition, pp. 9719-9728. 2020.



Decoupling

¡ Stage 1: simply use CE to obtain a good feature extractor.
¡ Stage 2: fix the feature extractor from stage 1 and use one of 

the following strategy to obtain a good classifier:
¡ Classifier Re-training (cRT): re-train the classifier with class- balanced 

sampling.

¡ Nearest Class Mean classifier (NCM): first compute the mean feature 
representation for each class on the training set and then perform 
nearest neighbor search.

¡ 𝜏-normalized classifier (𝜏-normalized): normalize the classifier weight by 
7𝑤' = 𝑤'/ 𝑤' (.

¡ Learnable weight scaling (LWS): to learn a normalization coefficient 7𝑤' =
𝑓'𝑤'.
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BBN

46
Image source: Zhou, Boyan, Quan Cui, Xiu-Shen Wei, and Zhao-Min Chen. "Bbn: Bilateral-branch network with cumulative learning for long-
tailed visual recognition." In Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition, pp. 9719-9728. 2020.



Decoupling

¡ Now, the idea of decoupling, or say two-stage method, is
recognized in the society.

¡ Most of the new work for long-tail learning is based on this
idea to either
¡ improve the first stage for better representation;

¡ or improve the second stage for better classifier;

¡ or both.
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Ensemble Learning
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Image source: Zhang, Yifan, Bingyi Kang, Bryan Hooi, Shuicheng Yan, and Jiashi Feng. "Deep long-tailed learning: A survey." arXiv preprint arXiv:2110.04596 (2021).



BAGS

¡ Idea: learn a model among the classes with similar number of
samples, such that the the classes in each group are relative
balanced.

49

Image source: Y. Li et al., “Overcoming Classifier Imbalance for Long-tail Object Detection with Balanced Group Softmax,” in CVPR, 2020.



ACE

¡ Idea: train models which good at different part of the data
distribution, and then aggregate them together to inference.
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Image source: J. Cai, Y. Wang, and J.-N. Hwang, “ACE: Ally Complementary Experts for Solving Long-Tailed Recognition in One-Shot,” in arXiv, 2021.



Experimental Setting

¡ For balanced benchmarks, e.g. CIFAR-10, CIFAR-100, and
ImageNet, the imbalance ratio is manually controlled.
¡ For example, if we set the imbalance ratio (IR) at 100, the ratio between 

sample sizes of the most frequent and least frequent class is 100.

¡ Long-tailed imbalance follows an exponential decay in sample sizes across 
different classes. The number of samples in class 𝑗 is set at:

;𝑛) = 𝜏)𝑛)
where 𝜏 is the coefficient to control the imbalance ratio such that

𝜏*+, = 1/𝐼𝑅
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Experimental Setting

¡ Besides, naturally long-tailed dataset is also used.
¡ One frequently used long-tailed benchmark is iNaturalist.

52

Image source: G. Van Horn et al., “The iNaturalist Species Classification and Detection Dataset,” in CVPR, 2018, no. July, pp. 4–6.



NOISY LABEL LEARNING
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Noisy Label Learning

¡ Noisy label is another common problem in machine learning,
especially in real-world application.

54

Image source: Samaneh Azadi, Jiashi Feng, Stefanie Jegelka, and Trevor Darrell. Auxiliary image regularization for deep cnns with noisy labels. In ICLR, 2016.



Methodology
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Image source: B. Han et al., “A Survey of Label-noise Representation Learning: Past, Present and Future,” 2020.



Noise Transition Matrix

¡ Symmetry flipping label noise: randomly corrupted to one of
the possible 𝐶 − 1 classes with probability 𝜏/𝐶.

¡ Pair flipping label noise: randomly flipped to one of the rest 
𝐶 − 1 classes with probability 𝜏.
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Adaptation Layer

¡ Specifically model a layer to learn the noise transition matrix.

57

Image source: Sukhbaatar, Sainbayar, Joan Bruna, Manohar Paluri, Lubomir Bourdev, and Rob Fergus. "Training convolutional networks with noisy labels." arXiv preprint arXiv:1406.2080 (2014).



Loss Correction

¡ Training on noisy labels via the corrected loss should be 
approximately equal to training on clean labels via the original 
loss.
¡ If you are wrong on the noisy label, but you are actually correct, then you

are correct.

¡ In this way, the noise information will not be learned into the model.
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Gold Loss Correction

¡ Normally, a large number of crowdsourced workers may 
produce an untrusted set T𝐷; while a small number of experts 
can produce a trusted set 𝐷.

¡ The key step is to estimate 𝑇 by W𝑇 accurately via a trusted set 𝐷:

W𝑇 =
1
𝐴)
)

E∈G"
�̂�( Y𝑌 = 𝑒*|𝑌 = 𝑒), 𝑥)

where 𝐴) is the subset of 𝑥 in 𝐷 with label 𝑖 and a classifier �̂� is
trained on T𝐷.

¡ What can we do if we have an accurate W𝑇?

59

Reference: D. Hendrycks, M. Mazeika, D. Wilson, and K. Gimpel, “Using trusted data to train deep networks on labels corrupted by severe noise,” in NIPS, 2018, vol. 2018-Decem, no. Nips, pp. 10456–10465.



Meta Loss Correction
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Image source: Z. Wang, G. Hu, and Q. Hu, “Training noise-robust deep neural networks via meta-learning,” in CVPR, 2020, no. Lc, pp. 4523–4532.



Objective-Based Methods

¡ Regularization: aim to achieve better generalization, which 
avoids or alleviates overfitting noisy labels.

¡ Re-weighting: assign higher weights to important training
samples.

¡ New loss design: specifically designed loss for noisy label
problem.
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Auxiliary Regularization

¡ Add a regularizer to the loss function:
Ω<HE 𝑤 = 𝐹𝑤 I

¡ 𝐹J = [𝑋#, 𝑋(, … , 𝑋9] represents the set of diagonal matrices 
consisting of the data features, which induces sparsity that 
encourages most coefficients to be zero.

¡ This operation will encourage a small number of clean data to 
contribute to learning of the model, while filtering mislabeled 
and non-relevant data.
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Learning to Weight

¡ Learn a mapping function from the sample 𝑥) to its weight 
𝑤 𝑥) .
¡ Sample with high loss may be a noisy sample. Give it low weight.

¡ Simply train an MLP to learn the relationship:

𝜃 ← 𝜃 − 𝛼∇K)
)%#

L

𝐹M 𝑙 𝜃, 𝑥) 𝑙 𝜃, 𝑥)

where 𝐹M 𝑙 𝜃, 𝑥) takes the training loss as input and output 
the corresponding weight.

63

Source: J. Shu et al., “Meta-Weight-Net: Learning an Explicit Mapping For Sample Weighting,” in NIPS, 2019, pp. 1–12.



New Loss Design

¡ Clipping the gradient prevents over-
confident descent steps in the 
scenario of label noise. 

¡ Motivated by gradient clipping, the 
partially Huberized loss is proposed:

64

𝑙K 𝑥, 𝑦 = c−𝜏𝑝K 𝑥, 𝑦 + log 𝜏 + 1 if 𝑝K 𝑥, 𝑦 ≤
1
𝜏

−log 𝑝K 𝑥, 𝑦 otherwise



Optimization-Based Methods

¡ In addition to data-based and
objective-based methods, the
whole optimization process can
be modified.

¡ The simplest optimization-based
method is early stopping.

¡ Memorization effects: deep 
networks tend to memorize and 
fit easy (clean) patterns, and 
gradually over-fit hard (noisy) 
patterns

65

Test accuracy is high when training starts

Train accuracy is high due to overfitting

Image source: B. Han et al., “A Survey of Label-noise Representation Learning: Past, Present and Future,” 2020.



Small-Loss Trick

¡ Small-loss tricks mean deep networks regard small-loss 
examples as “clean” examples, and only back-propagate such 
examples to update the model parameters. 

¡ Mathematically, small-loss tricks are equivalent to constructing 
the restricted i𝑙, where

i𝑙 = sort(𝑙, 1 − 𝜏)

Namely, i𝑙 can be constructed by sorting 𝑙 from small to large, 
and fetching 1 − 𝜏 percentage of small loss (𝜏 is noise rate).
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MentorNet

67
Image source: Jiang, Lu, Zhengyuan Zhou, Thomas Leung, Li-Jia Li, and Li Fei-Fei. "Mentornet: Learning data-driven curriculum for 
very deep neural networks on corrupted labels." In International Conference on Machine Learning, pp. 2304-2313. PMLR, 2018.



Co-Teaching

68

Image source: B. Han et al., “Co-teaching: Robust training of deep neural networks with extremely noisy labels,” in NIPS, 2018, pp. 8527–8537.



Future Direction: OOD Noise

69

Image source: Albert, Paul, Diego Ortego, Eric Arazo, Noel O'Connor, and Kevin McGuinness. "Addressing out-of-distribution label noise in webly-labelled data." arXiv preprint arXiv:2110.13699 (2021).



CONTINUAL LEARNING
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Problem Setting

¡ In traditional machine learning, it is also called online learning,
incremental learning, learning from data stream.

¡ Now with deep learning, it is usually called continual learning,
class-incremental learning or lifelong learning. 

¡ Problem setting:
¡ Not all data is available in hand. Data comes as time goes on.

¡ Memory is limited such that we can’t store all the data in the past.
¡ Distribution shift may happen.
¡ In each time slot, we call the incoming data a task.

¡ We test our model on all the classes that we have met in the history.
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Catastrophic Forgetting

¡ We seek a trade-off between stability and plasticity.

¡ For a deep learning model, plasticity is easy to achieve. Just
fine-tuning on the new task.

¡ However, stability is hard. If our model can only perform well
on the new task and perform poorly on the past tasks? This
phenomenon is called catastrophic forgetting.

72



Methodology

73

Image source: M. Delange et al., “A continual learning survey: Defying forgetting in classification tasks,” IEEE Trans. Pattern Anal. Mach. Intell., no. c, pp. 1–29, 2021.



Replay-Based Methods

¡ Select and keep a few representative samples in each task.

¡ Incorporate them into the training process of future tasks.

¡ Major issues:
¡ How to select?

¡ How to use?

74



iCaRL

¡ It selects and stores samples closest to the feature mean of each 
class.

¡ During training, two objectives:
¡ the estimated loss on new classes is minimized;

¡ the distillation loss between targets obtained from previous model 
predictions and current model predictions on the previously learned classes.
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GEM

¡ The key idea is to only constrain new task updates to not 
interfere with previous tasks.

¡ The objective is:
min
K
𝑙(𝑓K 𝑥, 𝑡 , 𝑦)

s. t. 𝑙 𝑓K, 𝑀$ ≤ 𝑙 𝑓K
!-#, 𝑀$ ∀𝑘 < 𝑡

where 𝑓K is the current model to be optimized, 𝑀$ is the
memory data of task 𝑘, 𝑓K

!-# is the model from task 𝑡 − 1.
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Dataset Condensation

¡ Instead of selecting samples, we can also generate
representatives.
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Image source: B. Zhao, K. R. Mopuri, and H. Bilen, “Dataset Condensation with Gradient Matching,” in ICLR, 2021, vol. 1, pp. 1–20.



Replay-Based Methods

The major drawbacks of replay methods:

¡ Limited scalability over the number of classes, requiring 
additional computation and storage of raw input samples. 

¡ Although fixing memory limits memory consumption, this also 
deteriorates the ability of exemplar sets to represent the 
original distribution. 

¡ Storing these raw input samples may also lead to privacy 
issues.

However, the SOTA is still produced by replay-based methods.
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Regularization-Based Methods

¡ This line of works avoids storing raw inputs, prioritizing privacy, 
and alleviating memory requirements. 

¡ Instead, an extra regularization term is introduced in the loss 
function, consolidating previous knowledge when learning on 
new data. 
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Learning without Forgetting
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Elastic Weight Consolidation

¡ We minimize:

where 𝐿'(𝜃) is the loss for task 
𝐵 only, 𝜆 sets how important 
the task 𝐴 is compared with
task 𝐵, and 𝑖 labels each 
parameter.

¡ When moving to task 𝐶, EWC 
will try to keep the network 
parameters close to the 
learned parameters of both 
tasks 𝐴 and 𝐵.
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Image source: Kirkpatrick, James, Razvan Pascanu, Neil Rabinowitz, Joel Veness, Guillaume Desjardins, Andrei A. Rusu, Kieran Milan et al. 
"Overcoming catastrophic forgetting in neural networks." Proceedings of the national academy of sciences 114, no. 13 (2017): 3521-3526.
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Parameter Isolation Methods

¡ This family dedicates different model parameters to each task, 
to prevent any possible forgetting. 

¡ Generally, the important parameters of the past tasks are fixed.
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PackNet

¡ Inspired by network pruning techniques, exploit redundancies 
in large deep networks to free up parameters that can then be 
employed to learn new tasks.
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Image source: Mallya, Arun, and Svetlana Lazebnik. "Packnet: Adding multiple tasks to a single network by iterative 
pruning." In Proceedings of the IEEE conference on Computer Vision and Pattern Recognition, pp. 7765-7773. 2018.



Hard Attention

¡ Use a task-based hard 
attention mechanism that 
preserves previous tasks’ 
information without affecting 
the current task’s learning.

¡ A hard attention mask is 
learned concurrently to every 
task, and previous masks are 
exploited to condition such 
learning.
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Image source: J. Serra, D. Suris, M. Mirón, and A. Karatzoglou, “Overcoming Catastrophic forgetting with hard attention to the task,” in ICML, 2018, vol. 10, pp. 7225–7234.



Experimental Setting
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Conclusion

After this lecture, you should know:

¡ Why do we need federated learning and how does it work?

¡ How does long-tail distribution affect the model performance?

¡ Why do noisy labels damage the deep learning model?

¡ What is the key problem of continual learning?

¡ Is there any common idea to solve of all the problems above?
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Suggested Reading

¡ Advances and Open Problems in Federated Learning

¡ Deep Long-Tailed Learning: A Survey

¡ A Survey of Label-noise Representation Learning: Past, Present 
and Future

¡ A continual learning survey: Defying forgetting in classification 
tasks
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Thank you!

¡ Any question?

¡ Don’t hesitate to send email to me for asking questions and
discussion. J
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